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Abstract 

A crucial resource for Machine Translation between any two languages is the amount of quality parallel data. High-resource language 

pairs have been abundantly studied, but this is not true in the case of under-resourced languages. However, the attention is now 

gradually shifting towards under-resourced languages as well. Efforts are underway for creating more parallel data. In this paper, we 

explain the procedures we followed to develop an augmented English–Nepali parallel corpus. We also report new baseline scores for 

the pair. 
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सार संके्षप 

कुनै दुई भाषामा यान्त्रिक अनुवाद गदाा गुणस्तरीय समानान्तर डेटाले अहम् भूममका खेल्छ। यस सन्दभामा समानान्तर डेटाको दृमिकोणबाट उच्च 

स्रोतसम्पन्न भाषाका जोडीहरूमा जमत शोध र अनुसन्धान भएको छ त्यमत नू्यन स्रोतसम्पन्न भाषाका जोडीमा भएको पाइँदैन। यद्यमप पमछल्लो समयमा 

मवस्तारै मामनसहरूको ध्यान नू्यन स्रोतसम्पन्न भाषामतर गएको पाइन्छ। यस्ता भाषाहरूमा बढीभन्दा बढी समानान्तर डेटाको मसजानाका लामग 

प्रयत्नहरू भइरहेको छ। यस शोध पत्रमा अङगे्रजी नेपाली समानान्तर डेटाको संख्या बढाउन हामीले गरेका प्रयत्नका बारे हामीले व्याख्या गरेका छ ।ँ 

  

1. Introduction 

There has been limited research on Machine Translation 
(MT) for the English–Nepali language pair. The earliest 
works were based on lexicon and rules, namely the 
“Dobhase” project (Bista et al., 2005) and the Apertium-
based English Nepali translation system (Dahal, 2011). 
Google Translate, a free multilingual MT service provided 
by Google, added Nepali language support in 2013. 
Google Translate follows a Neural Machine Translation 
(NMT) approach and provides relatively good translations 
in both English–Nepali and Nepali–English directions 
though not always of acceptable quality. Acharya and Bal 
(2018) conducted a comparative study of Statistical 
Machine Translation (SMT) and Neural Machine 
Translation (NMT) in which they concluded that SMT 
still underperforms NMT in case of low resourced 
languages. Given a substantial amount of parallel data, a 
low-resource language like Nepali can also benefit from 
NMT which is being looked into with great interest from 
researchers all over the world. In this paper, we explain 
the procedures we followed to develop an augmented 
English-Nepali parallel corpus. The result of developing 
such resource has been very encouraging in terms of 
increased BLEU scores compared to the baseline scores 
which we discuss in detail in the following sections. 

1.1 Related Work 

There have been very few documented efforts towards the 
development of a parallel corpus for the Nepali language. 
Yadava et al. (2008), as part of the Nepali National 
Corpus (NNC) project, collected around 13.8 million 
words of monolingual Nepali written corpus and around 4 
million words of parallel data (English–Nepali). A more 
recent work done by Guzmán et al. (2019) involved the 
creation of several evaluation sets for the English–Nepali 
pair. They used sentences originating from the Wikipedia 

of both the languages and had them professionally 
translated. To ensure the quality of these translations, they 
used several automatic and manual filtering procedures.  
Although sparsely located and not very well-documented, 
several sources contribute to the parallel data for the 
English–Nepali pair. These include the Linux translations 
under OPUS (Tiedemann, 2012), Bible translations1, 
translations of the Penn Treebank under the PAN 
Localization Project2, Global Voices 2018q4 corpus, etc. 
These amount to about 600k parallel sentences and yield 
BLEU scores of 7.6 (NE-EN) and 4.3 (EN-NE) in 
supervised setting on the devtest evaluation set prepared 
by Guzmán et al. (2019). 
However, upon closer inspection, we found these parallel 
corpora to be quite noisy and poorly aligned. The major 
problem seemed to be misaligned and repeated sentences. 
We employed different techniques ranging from manual 
cleaning to automated processes to cull around 100k 
parallel sentences from the 600k sentences. We then 
collected around 110k additional parallel sentences and 
consolidated them all to form a semi-parallel corpus (mix 
of truly parallel and synthetic parallel data).   

1.2 Corpus Details 

The individual contribution of each source to the 
development of the augmented corpus has been shown in 
Table 1. We report the new sources and mention our 
efforts to clean the previously available data. 
 
1. GNOME/Ubuntu/KDE from OPUS: In this corpus 

(Tiedemann, 2012), we found that sentences were 
heavily repeated. Using length-based comparisons 
between sentences and their translations, we 

                                                           
1https://github.com/christos-c/bible-corpus 
2http://www.cle.org.pk/software/ling_resources/UrduNepaliEngl

ishParallelCorpus.htm 
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manually removed or edited misaligned sentences. At 
the end, we brought the corpus down from more than 
500k parallel sentence pairs to just 60k sentence 
pairs. 
 

2. Bible Translation: We used only one edition of the 
two Bibles available in English. We did not use the 

archaic English Bible. Misaligned sentences were few 
and far between and only a few of them required 
correction. The final contribution was about 30k 
parallel sentences. 

 
3. Global Voices 2018: These were completely 

misaligned most of the time and a thorough manual 
cleaning was done. 

 
4. NNC Parallel Corpus : Around 17k parallel 

sentence pairs were extracted from six documents of 
the NNC which were basically document-aligned. 
The documents were National Development Plan 
texts. We ran a few custom scripts to break the texts 
into sentences and used Bleualign (Sennrich and 
Volk, 2011) with automatic translations generated by 
a Nepali–English model trained on the corpora 
described so far (Bible, OPUS, Global Voices 2018). 
In the first iteration we obtained around 13k sentence. 
We trained a new model with the new data for a 
second iteration and obtained 16k sentences. The 
third iteration yielded 17k sentence pairs. 

 
5. Nepal Law Texts: The Nepal Law Commission 

website3 makes available laws, acts, policies, etc. in 
both Nepali and English. These were also document-
aligned, so we applied a similar procedure to these as 
we did with the NNC parallel corpus documents 
(described above) and after two iterations obtained 
around 60k parallel sentences. 

 
6. Easy Bible: We found a completely different version 

of Bible and its own Nepali translation4 from which 
we obtained 31k sentence pairs after some manual 
processing. 

 

                                                           
3 http://www.lawcommission.gov.np/ 
4 https://ebible.org/find/details.php?id=npi2010 

7. Synthetic Corpus: We crawled popular English and 
Nepali newspapers and conducted a careful and 
highly-iterative backtranslation procedure (Sennrich 
et al., 2016a). We also used most of the monolingual 
Nepali corpus collected under NNC. At a given 
iteration, we augmented the corpus with as many 
sentences as it currently had and backtranslated for 

two iterations with the same amount of data and only 
then went to the next iteration. We retranslated the 
monolingual data from both the directions before 
adding new monolingual data. Synthetic corpus 
contributes to over 1.6 million parallel sentences, 
which upon random manual inspection, was found to 
be moderately good. Finally, we added 688,801 
parallel sentence pairs from monolingual English and 
914,105 parallel sentences pairs from monolingual 
Nepali. 

The final corpus has 1811694 parallel sentences, as 
presented in the Table 1. 

2. Experiments and Results 

In this section we describe the settings we use for training 

the baseline models and report the results. 

2.1 Training Settings 

We first consider a fully supervised setting in which we 

use only the 208k true parallel sentences and do not use 

the synthetic corpus. 

Second, we consider the entire corpus. This can be 

considered to be a semi-supervised setting since we 

include the synthetic corpus as well.  

The backtranslations have been performed using beam 

search with beam width of 5 and length penalties between 

1 and 1.2. 

2.2 Baseline Architectures 

For all our experiments, we use the Transformer model 

(Vaswani et al., 2017)  as implemented in the Fairseq 

toolkit (Ott et al., 2019). In the supervised setting, we use 

a Transformer with 5 encoder and 5 decoder layers, word 

representations of size 512, feed-forward layers with inner 

dimensions 2048, and 8 attention heads. In the semi-

supervised setting, we use a similar Transformer 

architecture with 6 encoder and decoder layers. 

 Source Final Contribution 
(No. of sentences) 

1 GNOME/KDE/Ubuntu (OPUS) (Tiedemann, 2012) 58,645 

2 Bible Translation 
(https://github.com/christos-c/bible-corpus) 

30,577 

3 Global Voices Parallel Corpus 2018q4 
(http://casmacat.eu/corpus/global-voices.html) 

4,696 

4 Penn Treebank + (Acharya and Bal, 2018) 6,963 

5 NNC Parallel Corpus 16,662 

6 Nepal Law Commission 59,747 

7 Easy Bible 31,498 

8 Synthetic Corpus 1,602,906 

 Total 1,811,694 

Table 1: Details of the corpus (final individual contributions, after cleaning) 
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We set dropout, weight decay and label smoothing to be 

0.3, 10-4 and 0.1 respectively. We optimize the models 

with Adam optimizer (Kingma and Ba, 2015) with betas 

0.9 and 0.98. For the smaller models we use a learning 

rate of 10-3 and for the larger models we use a learning 

rate of 7x10-4. 

The final training sessions were carried out on a single 

NVIDIA Tesla P100 PCI-E GPU while many of the 

backtranslation iterations were carried out on a single 

NVIDIA Tesla V100 GPU. 

2.3 Data preprocessing 

1. Tokenization: We use the Nepali tokenizer in the 
Indic NLP library5 to tokenize Nepali and we use 
the Sacremoses library6 to tokenize English. 

2. Vocabulary: We use the sentencepiece library7 to 
learn joint Byte-Pair Encoding (BPE) (Sennrich et 
al., 2016b) on the source and target languages. We 
use vocabularies of sizes 2500 and 10000 for the 
supervised and semi-supervised settings 
respectively. We tokenize both the languages 
before learning the joint BPE over them. 

We report scores on the devtest and test evaluation sets 
developed by (Guzmán et al., 2019). We report 
detokenized SacreBLEU (Post, 2018) when translating 
into English and tokenized BLEU (Papineni et al., 2002) 
when translating into Nepali. 

2.1 Results 

In the supervised setting, the BLEU scores on the test set 
and the devtest set are respectively 12.17 and 13.0 in the 
NE-EN direction and 4.9 and 4.97 in the EN-NE 
direction. In the semi-supervised setting, the BLEU scores 
(in the same order) are respectively 19.37 and 20.76 in the 
NE-EN direction and 7.60 and 7.49 in the EN-NE 
direction. 
Against the baseline scores of 7.6 (NE-EN) and 4.3 (EN-
NE) in the supervised setting reported by Guzmán et al. 
(2019), our NE-EN model scores almost double but the 
EN-NE model is only marginally better. In the semi-
supervised setting, they ran two iterations of 
backtranslation on 5 million monolingual sentences and 
obtained BLEU scores of 15.1 (NE-EN) and 6.8 (EN-NE). 
Our models improve upon these baselines with much less 
data. 

                                                           
5 https://github.com/anoopkunchukuttan/indic_nlp_library 
6 https://github.com/alvations/sacremoses 
7 https://github.com/google/sentencepiece 

3. Availability 

We plan to make the augmented corpus available for 

public use via the Information and Language Processing 

Research Lab, Kathmandu University very soon. 

4. Conclusion 

In this paper, we tried to address the major issue faced by 
under-resourced languages like Nepali—which is 
primarily the lack of quality parallel corpus. Developing a 
sentence-aligned quality parallel corpus is for sure a 
daunting and tedious task. Rather than developing 
something from scratch, we employed the strategy of 
leveraging on the existing sparse resources and at the 
same time augmenting them using different techniques 
like backtranslation of monolingual data. For a low 
resource language pair like Nepali–English, a parallel 
corpus of size 1.8 million sentence pairs is indeed a very 
valuable resource. This has been verified by the 
improvements achieved over the baseline scores. We 
believe the creation of this parallel corpus would trigger 
further research in the field of Nepali MT. 
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